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Abstract

Conjugate schema are computational tools that allow for the identifica-
tion of independent blocks of vector components. These allow researchers
to focus their efforts on optimizations within blocks of vector components
that are codependant, rather than using the entire vector. Protein design
and protein folding, already having been tackled using genetic algorithms,
are natural candidates as computational problems whose solution is aided
by the use of conjugate schema. We present work on protein folding and
protein design in the HP heteropolymer model indicating that such usage
is warrented and beneficial.
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Introduction

Protein folding and protein design are two related but disparate fields of open
research. In the former, one begins with a sequence of amino acids, and seeks
the unique minimum-energy folded state, if one exists. In the latter, one begins
with a fold, and attempts to determine a sequence of amino acids that will have
the lowest energy of all sequences having that fold. The tacit assumption is
that since this is the lowest energy sequence, the optimal folding state of the
sequence is also the same fold.

While these problems are both computationally different, they serve to illus-
trate an important aspect of optimization that is often overlooked. When using
general purpose algorithms such as genetic algorithms and simulated annealing
algorithms, researchers often pay little or no attention to the precise encoding
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of the operators acting on proposed solutions. These operators (mutation and
crossover) serve to generate new vectors from existing ones, and their effect on
the success or failure of the optimization is usually overlooked.

In protein folding, at different stages of the folding event, differing parts of
the protein will interact during different stages of folding. This means that at
least in any given moment during the folding event, it is possible that many of
the interactions can be safely ignored, causing little or no change to the final
folded protein state. This property allows one to view folding as an ensemble
interaction of several substructures undergoing separate folding events, at least
in the initial stages. This also allows proteins to form primary, secondary, and
tertiary structure in parallel.

Protein design is more rigorously parallel, as the fold never changes, and thus
the interactions between different residues never change. In protein design, no-
table interactions may be clustered into groups that may be separately treated,
and cobbled into a complete solution. This is the basis of efforts to use branch-
and-bound'2or dead-end elimination®® techniques for protein design. As the
design process progresses, the groups may become smaller and more numerous,
allowing further parallelization of the optimization, and a further increase in
speed.

In both these processes, the identification of functional groups is a central
practical issue. Once these groups have been identified, more parallel efforts
may occur. Conjugate schema, introduced as tools in genetic algorithms, are
practical tools which may be used to calculate these functional groups. Although
they were initially introduced in the real-encoded genetic algorithm paradigm,
they should also be applicable to discrete optimization problems.

In this paper, we consider protein folding and protein design in the hy-
drophobic/polar (HP) heteropolymer model. We illustrate the use of conjugate
schema in each of these problems, and demonstrate the effectiveness on these
problems. We use two different optimization routines as a way of illustrating
the general applicability of the paradigm.

In Section 1, we outline the HP heteropolymer model, and give the specific
models and their motivations for both the GA and the SA simulations. In
Section 2, we introduce conjugate schema. In Section 3, we give an overview of
the GA and how the conjugate schema are added to the models. Section 4 does
the same for SA. Section 5 presents our SA simulations. Section 6 gives the GA
simulations. Section 7 proposes possible explanations for the success of both
algorithms using conjugate schema. Finally, Section 8 gives some concluding
remarks and some possible future research directions.

1 HP Heteropolymer Model
The HP heteropolymer model>"® is an abstract model of proteins. In this
model, the proteins are made up of discrete residues which are linked together
in a chain, and occupy discrete lattice sites. One residue is allowed to occupy a
single lattice position, and the protein is not allowed to cross itself at any point.



Each residue in the protein is located in an adjacent position to another residue
in the protein, restricting the structure of the proteins. In the standard HP
heteropolymer model, the energy state of the protein is determined by residue
adjacencies. Hydrophobic residues that are adjacent to one another will produce
an energy of -1 (unitless), while any other combination of adjacent residues will
not produce any energy contribution to the whole protein.

Empirically, we find that slight modifications to the standard HP heteropoly-
mer model are in order when we undertake protein design. These modifications
produce more intuitive behavior in the design paradigms than the standard HP
heteropolymer model — they result in hydrophobic cores rather than entirely
hydrophobic heteropolymers.

We do not alter the HP model for protein folding, as we do not find a need
for it.

1.1 Protein Design Model

We choose to model the medium in the design problem, as we find empirically
that for small proteins it becomes important in HP protein design. The inter-
action of the medium with the residues can effect the choice of the residues.
For instance, the design of a membrane-bound protein would require the use
of both hydrophilic and hydrophobic residues at proper positions, dependant
on the medium and the boundary. We model the medium as a third ‘object’
which causes an increased energy when in contact with hydrophobic residues,
and reduces the energy when in contact with hydrophilic residues.
In our model, the energies are given as
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Table 1: The HP heteropolymer model interaction energies between residues. ‘O’ represents a
hydrophobic residue, ‘1’ represents a hydrophilic residue, and ‘2’ represents a hydrophilic medium.

where 0 represents a hydrophobic residue, 1 represents a hydrophilic residue, and
2 represents a hydrophilic medium element. In this scheme, the hydrophobic-
hydrophobic interaction is very strong because of the small heteropolymers we
are using. In order to negate the medium-hydrophilic interaction, we must make
the hydrophobic-hydrophobic interaction quite strong. We neglect backbone
interactions, allowing us to generate nondegenerate folds.

In our simulations, we begin with a predefined two-dimensional fold, and
randomly assign the types of each of the residues. The heteropolymer is evolved
via simulated annealing to a stable state. This state can then be compared to
the lowest energy state, which can be exactly solved for.



1.2 Protein Folding Model

We use the standard implementation of the HP model for our protein folding
studies. In this model, we associate an energy with adjacent residues. In these
implementations, the energy associated with two adjacent hydrophobic residues
is -1, while the energy associated with any other pairing is zero. This is given
in Table 1
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Table 2: The HP heteropolymer model interaction energies between residues. ‘0O’ represents a
hydrophobic residue and ‘1’ represents a hydrophilic residue.

where 0 represents a hydrophobic residue, 1 represents a hydrophilic residue.

In protein folding in the standard HP model, the object is to minimize
the energy by choosing a low energy fold. The length of the heteropolymer is
originally set, as is the residue sequence. The fold is varied according to some
scheme until a lowest-energy state is settled upon.

2 Conjugate Schema

In his 1997 paper!?, Kazadi reported that the use of generalized schema, known
as conjugate schema® would (at least locally) segment a function into a sum
of smaller-dimensional functions. These theoretical abstractions, generated by
noting the functional dependence of subbases, could be exploited in reducing
the dimensionality of the search algorithm. However it was noted that conjugate
schema were highly dependant on the basis employed, along with the current
position in the search space. The study subsequently focused on the generation
of effective bases. Conjugate schema allow one to re-encode the search space
by suggesting effective bases to use. Most researchers currently still use the
canonical basis in which separate variables are used in a somewhat arbitrary
way.

In optimization problems, the use of operators which act on variables in-
dependently obscures any knowledge of the functional connection between two
variables. In effect, the search paradigm is restricted to the use of variables
encoded in the canonical basis. As an example, let us consider the function
2%y3. Were one to optimize this function in the canonical basis, we would sim-
ply choose differing values of each variable separately and “try them out”, as it
were. This would seem to ignore the fact that more adequate mutations will oc-
cur in relation to the contours and gradients of the space, not arbitrary vectors
along the canonical basis.

IConjugate schema are formally defined in the Appendix. Several propositions relevant to
conjugate schema are reproduced without proof. Proofs of these propositions may be found
in [11].
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e 1: The contour plot top o the unction .t is clear that ollowing the canonical

ectors gi es us no in ormation about this plot than the gradient plot bottom o the unction

does. ollowing the mutation directions gi en here will gi e more ade uate mutations. ach
o the mutation directions ta es into account the dependences between the canonical basis elements.
utations in each o these directions are unctionally independent, and so simultaneous mutations
will not directly inter ere, nor will crosso ers. Howe er, ollowing the gradient, while in this case
leading to impro ed per ormance, will also tend to lead to local ma ima in other cases.
As can be seen in Figure 1, the canonical basis, which defines the axes of the
graph, delivers little information about the nature of useful or optimal muta-
tions. In this case, only near the axes will the most beneficial mutation direction
coincide with the canonical bases.
Conjugate schema are subbases of a given basis in which each element is
codependent, and between which no elements are codependant, at least locally.

This means that each conjugate schema must be viewed as a set of related



coordinates in a problem, and different conjugate schema can be viewed as
independent. Standard Holland schema refer to specific information in the
form of vector component assignments and “don’t care” components. This is
quite different from conjugate schema in which the detailed information in the
components are not defined. The number and size of conjugate schema are
dependant on the particular basis being used. Thus, for algorithms such as
simulated annealing or genetic algorithms, which emphasize the independence
of different basis elements, we must create new bases in which the basis elements
are independent. Alternatively, we may use these paradigms more effectively if
we take into account the codependance between vector elements.

In the protein design business, conjugate schema are static (to some degree)
as parts of the protein that are not nearby any given site do not have a strong
in uence on that site. To a good approximation, the protein can be thought of
as several smaller proteins, each independent of each other. Thus, by separating
the problem, one ought to be able to improve the e ciency of solution of the
problem.

Conjugate schema give information about the function, which in turn gives
information about the physical system. Of importance here are the interre-
lationships between residues. One must be able to group residues into func-
tional groups in order to understand their higher order relationships. Conju-
gate schema do this, and may eventually be used for such algorithms. As several
researchers have already begun using genetic algorithms in a somewhat “cook
book fashion” to tackle protein folding!® -! | it is appropriate that we con-
sider the application of conjugate schema to such problems, where elucidation
of computational structure from physical properties can be helpful.

Conjugate Schema in i crete enetic Igo
rithm

N eneti lgorit s

Genetic algorithms generally thought of as optimization techniques based on
operations found in natural evolution. The genetic algorithm uses three main
operators: mutat on, ¢ 0sso e , and e o uct on.

The mutation operator is used to introduce diversity into the population.
Formally, the population is a collection of vectors. The mutation operator alters
one or more components of one or more elements of the population. The method
by which this alteration takes place is not restricted.

The crossover operator allows the sharing of information between elements of
the population. By mixing blocks of vector components together, both contigu-
ous and dispersed, one may share information gleaned in two different phases of
the search. The crossover operator allows this to happen. By sharing informa-
tion found in one vector with that found in another, it is possible to create new
vectors of higher fitness than either of the original ones. However, crossover is
often times destructive when used without careful regard to how the informa-



tion is stored, as it can often split schema. It is this concern which led to the
creation of the conjugate schema.

Finally, the reproduction operator creates a new population from the old
population, by making copies of vectors in the population based on their scores.
Typically, It makes copies of high scoring vectors, and eliminates low scoring
vectors. The e ciency with which this is done is called the se ect on  essu e,
and this must be balanced with mutation and crossover.

In our simulations, we compare the performance of two genetic algorithms
on the protein folding problem. The first is the standard canonical genetic
algorithm (CGA). The second is the conjugate schema , in which
the conjugate schema in the canonical basis are frequently determined, and the
operation of the mutation and crossover operators is restricted to the conjugate
schema. This means that multiple mutations, if they occur, will involve basis
elements that are located within the same conjugate schema. Crossovers, too,
will involve only components that are within the same conjugate schema.

This latter model makes available the physical information relevant to the
folding. By requiring multiple mutations to occur only on correlated residues,
one increases the probability of making an advantageous mutation that requires
two or more concerted mutations, and reduces the probability that the mutation
will be ineffective. Moreover, by crossing over only correlated residues, the
algorithm allows for recombination of homologous subprotein folds. This is
important for two reasons. First, it reduces the ability of the algorithm to
break up good Holland schema. Second, it encourages the mixing of multiple
Holland schema.

.2 on g te e in eneti Ilgorit s

In general, the encoding of a problem is an extremely important consideration.
In discrete problems, the task is not to create new bases by using differential
operators such as the Hessian. ather, the task is to find dependences in existing
bases, and exploit these as much as possible.

The method we choose to use to do this is straightforward. The functional
dependence of two vector components is defined by the defining functional
We may choose to add conjugate schema to the present paradigm simply by
evaluating the dependence of two vector elements, and by grouping them to-
gether if their dependence passes some threshold. By restricting our multiple
mutations and crossovers to occur in these groups, we may restrict the search
to local subspaces. We may choose to do this by crossing over entire groups
of vector components at once, or by crossing over groupings. In the first case,
each subspace will be undergoing separate hillclimbing searches. In the sec-
ond case, each subspace will be undergoing separate genetic algorithm searches.
The dependences may be updated regularly, allowing adaptive control over the
subspaces undergoing genetic algorithm search.




In choosing our threshold, we choose to create subspaces consisting of any el-
ements that have a nonzero functional dependence. Since functional dependence
is decided according to non-backbone interactions, and different folds will have
different reactions to selected mutations, this requires constant recalculation of
the dependences. We choose to recalculate dependences every ten iterations, for
a total of two hundred times in two thousand iteration runs.

The use of conjugate schema to generate independent search spaces from
within a large search space is aided greatly by the use of differing bases al-
together, provided that the new bases cause the formation of new conjugate
schema, and within these conjugate schema the searches are simpler than in
the previous basis. Finding a good basis is problematic, and methods have
been proposed elsewhere!®. However, such methods are di cult to use in dis-
crete spaces where approximations of continuous parameters is di cult. In the
absence of these methods, one has only the option of using different bases, per-
haps chosen at random, and choosing those bases which most strongly aid in
the search. Once these bases have been chosen, by whatever means, conjugate
schema may be applied by guaging which subbases are conjugate schema and
limiting mutations and crossovers to occur completely within them.

The question of which basis to use is itself problematic. The natural basis to
use in any evolutionary computation technique is the canonical basis. However,
this basis provides no information about the nature of the problem. Two bases
may be designed from two move sets designed by Chan and ill® for the protein
folding problem. These move sets serve to preserve much of the structure of the
protein while it is undergoing mutation. The protein is not as likely, using these
mutations as opposed to others, to be self-overlapping.

Move Set 1 consists of two basic alterations. The first alteration is a change
of the end residue. This residue can have one of three orientations with respect
to the chain. Thus, a move of this residue would constitute a choice between
the three orientations, as in Figure 2a. The second alteration is the position of
a turn. It may be easily moved between two positions without changing any of
the other parts of the chain.



leads us to a basis given by




solve up to eighteen-residue (or seventeen turn) proteins. We run our simulations
on proteins of size nine to eighteen, running fifteen separate runs of two thousand
iterations on each protein. We run each set of proteins with and without using
conjugate schema, in each basis. We compare the performance of each algorithm
when using conjugate schema with the performance when not using conjugate
schema. We also compare the performance of the GA in different bases.

Our genetic algorithm simulations employ a genetic algorithm with a popula-
tion of size thirty. We use multiple mutations in each iteration. These mutations
are carried out sequentially, with a probability of for each mutation. Thus,

mutations will occur with a probability of . Mutations are restricted to a
single conjugate schema, where indicated, allowing us to test the effects of using
the information provided by conjugate schema. A similar scheme is employed
for crossover, with the crossover probability set to

Conjugate Schema in Simulated nnealing

1 i 1 ted nne ling

Simulated annealing is an extrapolation of spinglass annealing!?. In the spin-
glass model, there are many independent spins, each of which may be oriented
either up or down. If two adjacent spins are oriented in the same direction, then
their interaction energy will be negative, while if they are oriented oppositely,
their interaction energy will be positive. This system finds the absolute mini-
mum energy from any given initial configuration by making use of the fact that
in physical systems, if the temperature of the system and its surrounding media
is nonzero and slowly falls, it is possible to climb energy barriers and still end
up in the minimum state.

The simulated annealing paradigm works only with a single system, ap-
propriately encoded. At each iteration, the system will test the energy of a
hypothetical configuration. If this new hypothetical configuration is at a lower
energy than the system’s present configuration, the hypothetical configuration
will be adopted. On the other hand, if its energy is higher than the present
configuration, it will be accepted with a probability equal to  — where s
the difference in energy, and is the temperature of the system. Clearly, if

, there will be no states in which an increase in energy is accepted. At
this point, the system will become frozen into any local minima it is at and stay
there. The trick, then, is to create cooling schedules which admit moves of the
system with su cient generality, while at the same time allowing the system to
cool into the right minimum, eventually locking it into the true minimum.

2 on g te e in i 1 ted nne ling

In protein design problems, conjugate schema are static, as the interactions be-
tween different parts of the protein do not change. Often times, to an adequate
approximation, proteins can be thought of as several smaller systems, each in-
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dependent of the others. Thus one ought to be able to improve the e ciency of
search by separating differing parts. Conjugate schema give information about
the objective function, which in turn gives information about the physical sys-
tem. Of importance are the interrelationships between residues. One must be
able to group residues into functional groups in order to understand their higher
order relationships. Conjugate schema do this, and may eventually be used for
such algorithms.

In the simulations presented here, conjugate schema are generated by con-
sidering the low order interaction between vector components. As was done
previously, conjugate schema are parametrized by a single threshold parameter.
If this parameter is large, each element in the basis will be classified as func-
tionally unrelated. If the parameter is small, each element will be classified as
functionally related. This parameter controls the level of relation to each other
that each pair of elements in a basis must have to be considered functionally
related. Conjugate schema, then, provide a structure in which mutations can
take place. o two elements located in differing schema are allowed to mutate
simultaneously. This makes the algorithms truly parallel, and capable of being
implemented across a parallel system quite e ciently.

Two simulated annealing paradigms are compared. In both, a random start-
ing state is chosen, and the algorithm outlined above is used. However, in the
second, the conjugate schema in the canonical basis are determined. Since these
conjugate schema do not change throughout the simulation, these are calculated
once, affecting a negligible increase in computation time. Mutations are carried
out as outlined above. In the standard simulated annealing paradigm, no re-
strictions on mutations are used. In the conjugate schema simulated annealing
(CSSA) algorithm, all multiple mutations are carried out entirely within a given
conjugate schema. The performances of these two algorithms are compared.

Simulated nnealing Simulation

In these simulations, our cooling schedule is fixed. Thus, we vary the number of
mutations, and compare the dependence of both types of SA on mutation fre-
quency. In simulated annealing paradigms, mutation frequency is a very tricky
parameter. One wants the number of mutations to be high enough that the
search through state space is capable of being ergodic, yet low enough that it
doesn’t lead to a totally uncorrelated search. In many applications, the optimal
number of mutations per step is very low. If the number of mutations per step
must be very low, there are many possible reasons. One is that there is a great
deal of cross-linking between the functional effects of different basis elements,
and many mutations at once is little better than a random step. A second is
that the number of mutations need not be too large to get to the optimum.
That is, if much of the current vector is optimized, one must avoid including
destructive mutations in those elements that are already optimized with muta-
tions in non-optimized elements. The common thread here is that when using
multiple mutations affecting many elements without regard to their functional
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dependences, one is restricted to a small number of mutations per step, or a
slow search algorithm. This is most acutely felt in continuous parameter spaces
in which the final solution may be unbounded or hard to reach due to narrow
peaks.

Conjugate schema serve to alleviate these problems, yielding a mutation fre-
quency dependence that is no longer peaked, but nearly monotonically. This
can be accomplished in two steps. The first step is to eliminate as many depen-
dences in mutation directions as possible. In real-encoded problems, this step
occurs by estimating the absolute Hessian matrix, and solving for the eigenval-
ues. However, this requires estimation of eigenvectors, and this is problematic.
The second step is to take note of all of the functional dependences of differing
basis elements in the new basis, and limit all mutations to dependent subsets, or
conjugate schema. It is important to limit mutations to such functional groups.
This will preserve elements for which there is no functional dependence and
which have been optimized, and allow elements to be tuned together when they
are related.

et us focus on one representative fold, given in the following figure.
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single mutations, and

is the probability of converting a skipped mutation to a
single mutation. By discovering the conjugate schema in the space, we can jus-
tifiably treat each conjugate schema separately and evaluate the improvement
independently, without regard to any cross connection. We plot the average

number of mutations-dependence in the next two graphs.
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algorithm. In fact, both graphs exhibit improving performance with increased
number of mutations per turn. This behavior is exactly opposite of the behavior
of the canonical simulated annealing algorithm. We interpret this behavior as
a direct result of the design of the system using conjugate schema. The fact
that individual mutations affecting specific conjugate schema, are independently
tested would seem to positively affect the mutation rate.

More striking than the fact that the average behavior becomes more stable
as mutation rates increase is that judicious choices of the number of conjugate
schema being altered per iteration can lead to significantly improved perfor-
mance overall. In the Figure 7, we see that the altering of three conjugate
schema per iteration and gives a near perfect performance at low
values of , but that there is also strong dependence on
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elated to this is the percentage of runs that end in an optimization on a
particular annealing schedule, in our case a simple one. We give the performance
of the canonical SA paradigm over a range of mutation rates in the following
figures.
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Average Optimization Time (Conjugate Schema)
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